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Transformer-based Action Spotting in soccer videos

by Artur Xarles Esparraguera

This thesis tackles the spotting of actions in soccer videos as proposed by
the SoccerNet Challenge 2022 [5]. The spotting task consists in localizing 17
different soccer-related actions which were annotated only as single frames
in videos of the matches; thus without supervision of their actual beginning,
end, or temporal duration. To do so, we propose HMTAS, a hierarchical mul-
timodal transformer-based classifier for action spotting, which is built on 6
different embeddings extracted from the soccer videos, 5 visual embeddings
and an audio one. The inclusion of audio allows the model to benefit from the
reaction of the public or broadcaster’s comments. Each of the embeddings
evolves independently through its own stream before being concatenated
and fed to a Multimodal Transformer encoder. To better guide the learn-
ing process of such hierarchical approach, we include intermediate supervi-
sion losses to the output of the unimodal streams and weight the predictions
to compensate for the long-tail distribution of action classes in the dataset.
We ablate the different contributions and demonstrate how each keeps im-
proving performance over the baseline. Finally, we submit the predictions
of our model to the challenge leaderboard and achieve an Average-mAP of
60.56%, which is an improvement from the baseline (49.56%) set by Baidu
Research [22] in the last year’s edition. These results correspond to the 6th
position out of 20 participants in this year’s competition. Future research on
this task could be based on an end-to-end solution, which does not depend
on a post-processing technique as our approach does. Our code is publicly
available in github.
Keywords: Deep Learning, Computer Vision, Action Spotting, Transformer,
Embedding.
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Chapter 1

Introduction

The fast growth of deep learning (DL) during the past decade was a turn-
ing point in many fields related to data science. One of them, computer vi-
sion, saw how these new methods achieved state-of-the-art results in many
tasks, surpassing the classical ones and with the advantage of avoiding hand-
crafted feature extraction from the data. It opened the door to many applica-
tions related to image or video analysis, which were previously questionable
to be done with a good performance by a machine. Some of them are object
detection, image segmentation, human pose estimation or action detection
in videos. In the case of action detection in videos, these methods face many
challenges due to the huge amounts of annotations needed, for the beginning
and the end of an action, and the complexity and subjectivity of defining the
exact moment when an action starts and finishes. An efficient approach to
deal with the search of actions in videos is to solve the task of Action Spot-
ting, which can be defined as finding a specific action in a video annotated
on a single frame while observing a small portion of that video [1].

In this thesis, we focus on the task of action spotting in a challenge or-
ganized by SoccerNet [5]. They provide a dataset with videos of 550 soc-
cer matches from the main European soccer competitions. For 500 of the
matches, the challenge organizers also provide annotations on the frames
where different actions happen, considering 17 action classes such as goals,
fouls, penalties, corners, and so on. The goal of the challenge is to spot the
moment of different actions (Figure 1.1) for the remaining 50 matches. One of
the challenges of this dataset relies on the unbalance of the actions as some of
them such as red cards, second yellow cards or penalties appear only a few
times. Moreover, some actions are complex to identify, which can lead to con-
fusion even for human experts, as distinguishing between direct and indirect
free-kicks. A robust solution to this problem could lead to many applications
in the sports field, from automatic information retrieval from soccer matches,
especially in low-importance soccer categories, to the automatic summariza-
tion of the matches.

In our approach to solve the task, we benefit from previous attempts by
other teams, which already extracted visual features of the videos by means
of different state-of-the-art (SOTA) models. To complement those, we also
extract audio features and jointly feed them to our Hierarchical Multimodal
Transformer for Action Spotting model, namely HMTAS. This model takes
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FIGURE 1.1: Action Spotting task on SoccerNet dataset.

advantage of the self-attention mechanism of transformers and exploits as
much as possible the multimodal information in the embeddings. Moreover,
we further try to improve the results using an ensemble of different HMTAS
models with different hyperparameters.

Our solution achieved the sixth position in the SoccerNet Action Spotting
challenge out of 20 participants, a good result taking into account the strong
competitors and that we did not follow an end-to-end learning approach for
the problem. The model obtained an Average-MAP of 60.56% on the chal-
lenge split, an improvement concerning the baseline (49.56%) obtained by
Baidu Research [22] in the previous celebration of the challenge.

This thesis contains 6 Chapters. Following the current chapter, introduc-
ing the problem to solve and a small summary of our methods, there is Chap-
ter 2, where we expose previous work that has already been done on the ac-
tion spotting problem, and specifically, on action spotting in soccer videos.
Next, in Chapter 3, we introduce the necessary background to correctly un-
derstand the methods explained in Chapter 4. Finally, Chapter 5 shows the
results obtained for the explained model and, in Chapter 6, we discuss them.



3

Chapter 2

Related work

Action recognition has been an active research area in recent years as it plays
a significant role in video understanding. Early efforts in the field focused
on supervised video classification on short/trimmed videos. For this pur-
pose, many datasets have been made publicly available containing videos
related to different data areas such as movies or sports [13, 12, 14]. More re-
cently, datasets that consist of longer videos have been released along with
more fine-grained annotations of the actions at temporal or spatio-temporal
level [10, 8] to enable the supervised learning. Spatio-temporal annotations
are given in the form of a set of per-frame bounding boxes surrounding the
actors present in it while performing some action which are then linked tem-
porally between subsequent video frames. In contrast, temporal annotations
only require marking the timestamp of begin and end of the action instances.
And although the latter requires less annotation effort, it still demands a very
time consuming and costly manual labour. On top of that, it is not always
trivial to precisely define the begin and end frames of some actions, posing
an additional challenge for the human annotators and potentially introduc-
ing confusion to any automatic learning system.

A more relaxed task, as defined by Alwassel et al. [1], is action spotting.
The goal is to be able to automatically find a frame that is representative of
the target action with certain temporal tolerance. Note that differently from
temporal detection of begin-end, the supervised learning of such task only
requires single-frame annotations. This greatly alleviates the labelling effort
and makes possible the labeling of a larger amount of videos, which has been
proven to be the key to scale recognition performance of data-driven video
recognition models [3].

2.1 Action Spotting

Most works for action spotting on short videos rely on observing the whole
video to produce candidate actions, as in Buch et al. [2] where an end-to-
end solution with 3D-Convolutions and GRU layers is proposed. However,
when dealing with the longer videos, it is not possible to do so efficiently. For
these cases, Alwassel et al. [1] propose considering small sequences of video
at once and a Recurrent Neural Network (RNN) to make the predictions. As
there are many different approaches to this problem in many fields, we will
focus on the ones performed on the SoccerNet dataset.



4 Chapter 2. Related work

2.2 SoccerNet Action Spotting

SoccerNet is a large-scale dataset containing long soccer videos (at least 45
consecutive minutes of video corresponding to a half of the match) of 500
top-tier games. The dataset was released in 2018 for research purposes and
for the yearly organization of computer vision challenges. In a first version
of the dataset, the videos only had annotations of 3 different soccer actions
to perform the task of action spotting. In a later second and current version,
the authors of the dataset expanded the dataset to 17 different actions and
an extra set of 50 matches, namely the challenge split – reserved only for
measuring the performance of participants competing in the challenges. Dif-
ferent approaches have already been tested on both versions of the dataset,
using the Average-mAP metric to evaluate the models. In the 2022 edition,
where we participated, a tight version of the metric was introduced to reduce
the temporal tolerance in the spotting of the actions and, hence, increase the
difficulty of the task.

All the already implemented approaches for the action spotting task in
SoccerNet rely on considering small sequences of the video to spot the exact
frame where an action occurs, including postprocessing techniques. Gian-
cola et al. [7] provided baselines for the problem based on temporal pooling
and visual features extracted from a ResNet backbone at a frequency of 2fps.
The temporal pooling consists of layers based on Vectors of Locally Aggre-
gated Descriptors, NetVLAD, NetRVLAD and NetVLAD++. Vanderplaetse
et al. [17] applied the same architecture as in Giancola et al. complement-
ing the ResNet visual features with audio features extracted from a VGGish
backbone, merging them in several ways. Instead of using pre-extracted vi-
sual featuers, Rongved et al. [15] directly applied a 3D ResNet to the video
frames. Cioppa et al. [4] presented a two-steps architecture to solve the prob-
lem. The first part is a segmentation module that outputs per-frame segmen-
tation scores related to the proximity of a ground-truth action, and the second
is a spotting module, outputting the spotting predictions. A Context Aware
Loss Function penalizes the distance to a ground-truth action for the predic-
tions. Vats et al. [19] used a multi-tower CNN to deal with the task directly
from the images of the video, and Tomei et al. [16] fine-tuned different fea-
ture extractors and use a masking strategy to focus on the frames just after
the actions. Finally, Zhou et al. [22], the winners of the previous Soccer-
Net action spotting challenge, proposed a transformer-based classifier which
was fed with 5 different visual embeddings provided from fine-tuned SOTA
backbones: TPN, GTA, VTN, irCSN, and I3D-Slow.

Our solution is mainly inspired by the Baidu Research approach, as we
use their visual features, but trying to complement them with audio infor-
mation. We also implement a multimodal Transformer-based classifier that
implements a hierarchical architecture.
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Chapter 3

Background

In this chapter, we introduce some general concepts such as Machine Learn-
ing or Deep Learning to more concrete methods such as Transformers. We
also present the definition of relevant techniques used in the principal model
explained in Chapter 4, the HMTAS.

3.1 Machine Learning

Machine Learning (ML) is a branch of artificial intelligence and computer
science which focuses on the use of data and algorithms to imitate the way
that humans learn. Its main difference from classical programming is that
the objective of ML algorithms is to learn rules given input data, while in
classical programming given input data and some already predefined rules,
you obtain an output.

FIGURE 3.1: ML versus classical programming.

There are three main types of ML algorithms:

1. Supervised Learning: It uses labelled datasets, which contain input
data and its output, to train algorithms that predict the output accu-
rately. It learns the function that maps the input data with the output.

2. Unsupervised learning: It uses unlabeled datasets, which only contain
input data, to train algorithms that can discover hidden patterns to cor-
rectly group the data in different clusters.
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3. Reinforcement learning: In this case, the algorithm learns the optimal
behaviour of an agent in an environment to obtain the maximum re-
ward. It learns the optimal action to take by the agent from its own
experience, as it gets rewards or penalties for the actions that choose.

3.2 Deep Learning

Deep learning is a subset of Machine Learning that uses mathematical func-
tions to map the input to the output. We can define deep learning as a neural
network with at least 3 layers, while a neural network is an aggrupation of
neurons in different layers, as shown in Figure 3.2. Each neuron consists of a
mathematical function of the previous layer outputs:

f (x) = σ(wT · x + b)

where x is the vectors of values from previous layer neurons, w a set of
weights to be learnt, b the bias term, and σ(·) a non-linear activation function,
such as ReLU. The weights in the model are learnt through backpropagation.

FIGURE 3.2: Deep learning general architecture with 3 hidden
layers.

There are three main kinds of neural networks:

1. Fully Connected Neural Networks (FCNN): a neural network in which
there are connections between each neuron in one layer and the next
layer neurons.

2. Convolutional Neural Networks (CNN): a neural network where the
layers are based on the convolution operation. Convolution operations
take into consideration the spatial correlation of the data which can be
helpful in image data.
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3. Recurrent Neural Networks (RNN): neural networks specially designed
for sequential data. For a given example, it uses the input data and the
previous state of the network to make a prediction.

These models have become popular in the last decade since the expo-
nential advances that have been done in computational resources allowed
to train neural networks with lots of parameters. They can achieve state-of-
the-art results in many fields, such as computer vision or natural language
processing.

3.3 Transformers

Transformers are neural networks with an encoder-decoder structure where
the encoder maps an input sequence of embeddings X = (x1, . . . , xLenc) to a
sequence of augmented embeddings Z = (z1, . . . , zLenc) where xi, zi ∈ Rdenc .
Then, the decoder takes Z and generates an output sequence of embeddings
Y = (y1, . . . , yLdec), where yi ∈ R

ddec . They do so through the architec-
ture shown in Figure 3.3. Their original application was for sequence-to-
sequence problems such as language translation, where inputs and outputs
of the model are sequences of potentially different length (Lenc and Ldec) and
the embeddings of different dimension (dend and ddec).

The encoder is made of identical layers, each of them containing two sub-
layers. The first one is a multi-head self-attention mechanism and the second
one is a position-wise fully connected feed-forward network. It also contains
residual connections between both sub-layers, followed by a normalization
of the layer.

The decoder is also composed of identical layers but, in this case, each
layer contains 3 sub-layers. Two of them with the same structure as the en-
coder, and the other one with multi-head attention over the output of the
encoder. It also incorporates residual connections and layer normalization.

Although encoder-decoder is the standard approach and really useful in
many different tasks, in this thesis only the encoder part of the Transformer is
used. More precisely, the decoder is omitted here because we are not gener-
ating a variable-length output sequence, but a class score distribution given
the input sequence of embeddings. For this reason, we simply use d and L
from now on to refer, respectively, to denc and Lenc.

3.3.1 Attention

In neural networks, attention is a technique that mimics cognitive attention.
It is obtained through an attention function that can be described as a func-
tion that takes as input queries (Q), keys (K), and values (V), and returns
an output. The output is a weighted sum of the values, taking as weights a
function of the query with the corresponding key. In this sense, the weights
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FIGURE 3.3: Transformer model architecture.

represent the part of the values (input data) where you should take more
attention for each of the predictions.

Transformers use the idea of attention with the Scaled Dot-Product Atten-
tion function (left part of Figure 3.4) that can be computed as:

Attention(Q,K,V) = softmax
(

QKT
√

dk

)
V (3.1)

where Q ∈ R
L×dq , K ∈ R

L×dk , Q ∈ R
L×dv are the queries, keys, and val-

ues transformations of the input (or previous encoder layer’s) embeddings.
Then, dq, dk, and dv are dimensionality of those representations. Note dq = dk
to be able to perform the dot product of numerator in 3.1. Finally, dv must
be set to match the dimension of the input embeddings d (i.e., denc) to allow
for residual connections throughout the Transformer encoder (sub-)layers. In
fact, the most common practice is to set d = dv = dk (= dq).

Instead of using a single attention function, each multi-head attention



3.4. Auxiliary details 9

FIGURE 3.4: (left) Scaled Dot-Product Attention. (right) Multi-
Head Attention consists of several attention layers running in

parallel.

module projects the queries, keys and values h times. The attention func-
tion is computed in parallel in each of the projections and finally, the outputs
are concatenated channel-wise into a h ∗ d representation. Given the input
sequence of embeddings X ∈ R

N×d, the multi-head attention is computed
through the following equation:

MultiHead(X) = Concat(head1, . . . , headh)WO (3.2)

where headi = Attention(XWQ
i , XWK

i , XWV
i )

where WQ
i ∈ Rd×dk , WK

i ∈ Rd×dk and WV
i ∈ Rd×d are the matrices that

produce the projections that come up, respectively, with Qi, Ki, and Vi for
headi, i ∈ {1, . . . , h}. Later, WO

i ∈ R(h∗d)×d linear projects the concatenated
augmented embeddings of all the heads back to the original number of di-
mensions input to the self-attention operation, i.e., d.

One of the advantages of transformers in sequential problems is that they
can be trained significantly faster than recurrent models, as the computations
can be parallelized. As they eliminate recurrency and, hence, backpropaga-
tion through time, they do not suffer from vanishing/exploding gradients as
we increase the length of the input sequences. Moreover, it has been shown
that transformers can achieve state-of-the-art results in many tasks from dif-
ferent fields when enough data is provided for training.

3.4 Auxiliary details

• Position-wise Feed-Forward Networks (PFFN): it is a fully-connected
network applied to the input sequence embeddings with “weight shar-
ing”. That is to say, the same network with the exact same parameters
is repeatedly applied to the L embeddings representations of the se-
quence to independently transform each of them into another feature
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representation. It typically consists of a hidden linear layer with 4d
neurons, followed by a ReLU activation function, and a final output
layer with d neurons.

• Positional invariance: Transformers encoders are theoretically permu-
tation invariant, i.e., reordering the embeddings in the sequence will
not change the output of the self-attention or the PFFN. In practice, to
ensure order information is taken into account positional encodings are
used [18]. However, in our preliminary experiments, we found posi-
tional embeddings to not improve performance and, thus, entirely dis-
carded their use. We hypothesize that to not be necessary for our task
or simply that the minimal necessary positional information is possibly
still being learnt as pointed out by [9]. Therefore, for the sake of brevity
and clarity, we do not further discuss this mechanism here or in the rest
of this thesis and leave this as future work.

• Dropout: regularization technique used in neural networks. It consists
on ignoring a random fraction of neurons in each step of the training
process.

• Batch Normalization: regularization technique used in neural networks
that consist on re-centering and re-scaling (normalizing) the input of
each layer on each mini-batch of the training process.

• Early stopping: regularization technique that stops the training process
when after some steps, the performance measured on the validation
split stagnates (even if the training one keeps improving).

• 1D Non-Maximum Suppression (NMS): postprocessing technique to
reduce the number of candidate spots. It only keeps as final predictions
those candidates with a confidence higher than a given NMS-threshold
and keeps, at most, one prediction in an interval of length defined by
NMS-window size.



11

Chapter 4

Methods

In this chapter, we present our principal method to solve the task of action
spotting in SoccerNet matches. This is the one that has achieved better results
in terms of Average-mAP among the different methods studied.

FIGURE 4.1: Hierarchical Multimodal Transformer for Action
Spotting (HMTAS). Unimodal streams equipped with their
own Transfomer encoder augment visual or audio embeddings
that are later max-pooled and combined in the Multimodal

Transformer guided by intermediate supervision losses.

We define HMTAS, a hierarchical multimodal transformer-based classi-
fier for action spotting. This model is built on E different pre-computed em-
beddings extracted from the soccer videos: E − 1 visual embeddings from
different video classification backbones precomputed and provided by Baidu
Research [22], the winners of the SoccerNet Challenge 2021, and the audio em-
bedding that we extracted from a VGGish [11] pre-trained on AudioSet [6].
Each of the embeddings encodes features at a frequency of one second. As
shown in Figure 4.1 the model evolves each of the embeddings in their own
stream, for sequences of length L seconds, before combining them in a Mul-
timodal Transformer. The different streams consist of a Point-wise Feed-
Forward Network (PFFN) to linearly project the embeddings into the same
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dimensionality, a Transformer encoder, a global max-pooling and a Fully-
Connected Neural Network (FCNN). Finally, the global embeddings output
by the streams are concatenated into a sequence of 6 embeddings (5 visual
plus the 1 audio) and fed to the Multimodal Transformer encoder, followed
also by a global max-pooling and an FCNN that produces the final multi-
label classification into C classes, the C − 1 different actions plus an artificial
class for background. Details for each of the submodules are given in the
following sections.

4.1 Detailed modules

4.1.1 Embeddings

The embeddings used are summarized in Table 4.1. As we already men-
tioned there are 5 visual embeddings provided1 by Baidu Research, proceed-
ing from TPN, GTA, VTN, irCSN and I3D-Slow backbones. Each of them is
fine-tuned on SoccerNet, has a temporal receptive field of 5 seconds and is
computed with a stride of 1 second. The audio embeddings use VGGish as
backbone and are also fine-tuned on SoccerNet. In this case, the receptive
field is of 0.96 seconds and is also computed with a stride of 1 second. This
results in a feature vector of dimension 9088 for each second of video.

Architecture Type Dimension Pretrain
TPN Visual 2048 K400
GTA Visual 2048 K400
VTN Visual 384 K400

irCSN Visual 2048 IG65M + K400
I3D-Slow Visual 2048 OmniSource
VGGish Audio 512 AudioSet

TABLE 4.1: Embedding characteristics.

As previously mentioned, each of the embeddings evolves on its own
stream. Let Xi ∈ RL×di denote the E different embeddings, with i ∈ {1, . . . , E =
6}, where di is the feature dimension of the i-th embeddings. In each of the
streams a Position-wise Feed-Forward Network (PFFN) projects each of the
embeddings to dimensionalityRL×d. To do so, the weights are shared across
the temporal dimension corresponding to the sequence length. It also applies
Batch Normalization as a regularization technique and ReLU as activation.

4.1.2 Unimodal Transformer encoders

For the Unimodal Transformer encoders, the module receives the projected
embeddings of dimension d for the sequence of length L, which pass through

1https://github.com/baidu-research/vidpress-sports

https://github.com/baidu-research/vidpress-sports
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N encoder layers. Each of the layers contains multi-head self-attention with
h heads, internal two-layered PFFN with an internal widening factor of α
hidden neurons, dropout, and residual connections. It returns an output with
the same dimensionality as the input in each stream, RL×d. This module
benefits from the self-attention mechanism in the encoder to transform the
features by focusing on the relevant parts of the sequence.

Then, in each of the streams, a global max-pooling reduces the length
of the sequences to 1, taking the element-wise maximum across the embed-
dings in the sequence. Therefore, it transforms the output of the transformer
encoders from R

L×d to R1×d. These pooled features, which are the outputs
of each of the different streams, are concatenated into X ∈ RE×d that feeds
the following Multimodal Transformer encoder.

4.1.3 Multimodal Transformer encoder

The Multimodal Transformer encoder has the same configuration as the Uni-
modal one, with 2 encoder layers that contain multi-head self-attention with
8 heads, internal PFFN, dropout, and residual connections. As before, the
output of this module has the same dimensionality as the input and trans-
forms the features focusing on the more relevant modalities.

Then, a global max-pooling reduces the dimensionality from R
E×d to

R
1×d, which already contains information from all the different embeddings.

After that, a Fully Connected Neural Network resizes the vector to size RC,
the output dimension. This FCNN uses dropout with a probability of 0.4 and
sigmoid as activation function, to obtain values between 0 and 1 representing
the probability of an action happening in the given sequence of length L.

4.2 Training details

During the optimization process, the function to minimise by the model is
the Negative Log-Likelihood Loss between the predictions of the C action
classes ŷ ∈ RC and the groundtruth y ∈ RC. Moreover, we apply weights
to positive classes to compensate for the lower number of positive instances
of certain classes. This function for multi-class problems is defined by the
following equation:

NLLL(y, ŷ) =
1
C

C

∑
i=1

(wi · yi · ln ŷi + (1 − yi) · ln(1 − ŷi)) (4.1)

where yi the ground-truth value for class i in y, ŷi the corresponding predic-
tion for class i in ŷ, and wi the weight for positive class i.

During mini-batch training, the final loss to minimize is computed as the
average of NLLL over the K instances in the mini-batch:
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L =
1
K

K

∑
k=1

NLLL(yk, ŷk). (4.2)

4.2.1 Intermediate Supervision Losses

In addition to the prediction from the multimodal Transformer encoder (let
us rename ŷ as ŷMT), each stream tries itself also to produce a classification
based only on their corresponding input embeddings. To do so, each stream
performs as usual but re-uses the output later forwarded to the Multimodal
Transformer (R1×d) to feed an independent FCN that produces the classifi-
cation according to that stream ŷe. The objective of this module is to push
the model to be able to classify the actions with each embedding indepen-
dently before the multimodal Transformer encoder, even though some of the
embeddings (especially the audio ones) are not as capable on their own. Re-
peating the process for each of the E streams, we obtain the predictions for
all the different embeddings (ŷ1, . . . , ŷE).

Finally, we replace the loss in Equation 4.2 with a weighted combination
of two loss terms (controlled by γ), one loss term corresponding to the multi-
modal predictions and a second term to the intermediate supervision losses
(each with equal weight 1/E):

L =
1
K

K

∑
k=1

(
γNLLL(yk, ŷMT

k ) +
(1 − γ)

E

E

∑
e=1

NLLL(yk, ŷe
k)

)
. (4.3)

4.3 Inference

For the inference process, a sliding window is used to gather consecutive
sequences of embeddings (of size L) with stride 1 and compute predictions
for each second of video. This results in having for each second and action
a probability indicating the confidence of an action happening there, which
leads to detecting the same action in consecutive moments. To reduce the
number of candidate spots we use Non-Maximum Suppression, which only
keeps frames with a probability higher than a given NMS-threshold and with
at most one prediction in intervals of length NMS-window size.
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Chapter 5

Results

In this Chapter we introduce the characteristics of the dataset we worked
with, the implementation details, the metric used to evaluate the models pro-
posed, and the explanation and analysis of all the ablation experiments per-
formed. Finally, we make a detailed evaluation of the best model achieved
analyzing its performance in each of the soccer actions, its training process,
and its results on the challenge split. The code to reproduce the results is
available at github.

5.1 Dataset and evaluation protocols

The dataset we work with, provided by the SoccerNet Challenge, contains
550 soccer matches from the main European soccer competitions. In 500 of
the matches, we have annotations of the exact frames where different ac-
tions happen, considering 17 different actions. Table 5.1 shows the list of
actions and the number of times they occur in the 500 annotated matches.
The remaining 50 matches are the ones used to compete in the SoccerNet
challenge with hidden ground-truth (only used by the organizers in the chal-
lenge server to evaluate the predictions submitted by the participants). As
one can see in the table, there are some actions that occur much more fre-
quently in the matches, such as balls out of play or throw-ins, while other
actions such as penalties, red cards or second yellow cards have a really low
frequency.

Action Penalty Kick-off Goal Substitution Offside Shots on Target Shots off target Clearance Ball out of play
Nº of times 173 2566 1703 2839 2098 5820 5256 7896 31810
Action Throw-in Foul Indirect FK Direct FK Corner Yellow Card Red Card YC -> RC
Nº of times 18918 11674 10521 2200 4836 2047 55 46

TABLE 5.1: Summary of the number of times that each action
occur in the 500 games with publicly released annotations.

Next, Figures 5.5, 5.10, 5.15 and 5.19 depict the exact moment (frame) in
which different actions were annotated. We can use them to qualitatively
analyse the high intra-class variability and low inter-class variability which
always pose a serious challenge for classification pipelines.

Figure 5.5 shows images for the actions ’Ball out of play’, ’Throw-in’, ’Off-
side’ and ’Foul’. These actions are the ones that occur more frequently but
their complexity relies on the fact that images of the same action can be really

https://github.com/arturxe2/TFM-Artur-Xarles
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FIGURE 5.1: Images for action: ’Ball out of play’

FIGURE 5.2: Images for action: ’Throw-in’

FIGURE 5.3: Images for action: ’Offside’

FIGURE 5.4: Images for action: ’Foul’

FIGURE 5.5: Images of the actions: ’Ball out of play’, ’Throw-
in’, ’Offside’ and ’Foul’.

different among them, with images in different parts of the field and with
different distribution of the players (i.e., intra-class variability). We could
identify the ’Ball out of play’ when the ball goes out of the field, the ’Throw-
in’ when the ball is reintroduced to the field by a player, an ’Offside’ when
the referee stops the game and raises his hand, and a ’Foul’ when the referee
stops the game because some of the players has committed an infraction.
However, we can see that these type of characteristics are not easy to detect
only from still images.

Another set of actions, shown in Figure 5.10, are actions that even though
appear less times in the dataset have a more clear representation in the im-
ages. In this case, the ’Shot on Target’ and ’Shot off Target’ actions can be
identified when a player kicks the ball in direction to the goalkeeper, usually
in a part of the field near to the goal. For the ’Direct Free-kick’ and ’Indirect
Free-kick’, they can be detected when a player kicks the ball, that is stopped,
in the direction of the area. However, these actions could be easily confused
among them due to the lower inter-class variability.

Figure 5.15 show images for the actions ’Kick-off’, ’Clearance’, ’Corner’
and ’Substitution’. The advantage of these set of actions is that they all hap-
pen only in specific parts of the field. For instance, ’Kick-off’ actions only
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FIGURE 5.6: Images for action: ’Shot on Target’

FIGURE 5.7: Images for action: ’Shot off Target’

FIGURE 5.8: Images for action: ’Direct Free-kick’

FIGURE 5.9: Images for action: ’Indirect Free-kick’

FIGURE 5.10: Images of the actions: ’Shot on Target’, ’Shot off
Target’, ’Direct Free-kick’ and ’Indirect Free-kick’.

happen in the center of the field, ’Clearance’ actions in the penalty area,
’Corner’ actions in the corners of the field and ’Substitution’ actions near
the bench. These characteristics of the actions should make them easier to
identify.

Finally, in Figure 5.19 we have images that have a huge impact in the
match but that usually appear less times. As these actions are important
they are usually well visualized in the videos, and usually generate a more
characteristic signal in the audio. Even though these characteristics makes
them easier to identify, the few times that some of these actions appear can
be a problem for the model to learn them.

Even though we have seen images for all the different actions, some of
them occur and are annotated during the match but they are not visualized
in the videos. This fact introduces more complexity on the task, requiring a
level of understanding of the problem by the model high enough to detect
some actions only for the context. It happens specially with actions that are
not really important for the match, while the important actions as the ones
shown in Figure 5.19 almost always are visible.
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FIGURE 5.11: Images for action: ’Kick-off’

FIGURE 5.12: Images for action: ’Clearance’

FIGURE 5.13: Images for action: ’Corner’

FIGURE 5.14: Images for action: ’Substitution’

FIGURE 5.15: Images of the actions: ’Kick-off’, ’Clearance’,
’Corner’ and ’Substitution’.

FIGURE 5.16: Images for action: ’Goal’

FIGURE 5.17: Images for action: ’Yellow-card’

FIGURE 5.18: Images for actions: ’Penalty’, ’Red card’ or ’Sec-
ond yellow card’

FIGURE 5.19: Images of the actions: ’Goal’, ’Yellow-card’,
’Penalty’, ’Red card’ and ’Second yellow card’.
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In terms of evaluation protocols, we use two strategies: the first one (P1)
to make comparisons and select the best model, whereas the second one (P2)
to make predictions on the challenge split. The details on the protocols are
the following:

• Protocol 1 (P1): The 500 matches with annotations are split in three dif-
ferent sets: train, validation, and test. The train split is used to train
the model, the validation split to decide where to stop the training pro-
cess of the models and the test split is used to compare the different
experiments.

• Protocol (P2): In this case, the model selected following P1, is trained
using the whole available data with annotations (train, validation and
test splits). Finally, the model is used to make predictions on the chal-
lenge split that are submitted and evaluated in the challenge server
with the hidden ground-truth.

5.2 Evaluation metric

To evaluate the spotted actions given by the model the metric used is the
Average-mAP. This metric can be computed as the Area Under the Curve of
the mAP at different tolerances δ, where the mAP can be computed through
the Average Precision (AP) averaged over the different classes. For one class,
the AP is a way to summarize the precision-recall curve into a single value
representing the average of all precisions. It can be computed through Equa-
tion 5.1.

AP =
T−1

∑
t=0

(Recalls(t)− Recalls(t + 1)) · Precisions(t) (5.1)

where T is the total number of thresholds to be considered, and Recalls(t)
and Precisions(t) are, respectively, the recall and precision for threshold t.

Previous versions of the challenge used an Average-mAP with tolerances
between 5 and 20 seconds, but the current one introduces a tighter tolerance,
with values between 1 and 5 seconds. Therefore, model predictions need to
be more accurately localized through time to get a good performance.

5.3 Implementation details

In order to fit the different models, sequences of length L are extracted from
the games that are used to train the model. These sequences are extracted
with overlapping, taking a stride of 1. For the loss function, γ takes the value
0.7. The model is trained using Adam optimizer for 7 epochs, when early
stopping detects no improvement in the validation split. For Non-Maximum
Suppression the threshold used is 0.2 and the windows size take different



20 Chapter 5. Results

values depending on the action, with values within the range [7, 20]. The
values were validated experimentally in preliminary experiments.

5.4 Results on test split

The results in terms of Average-mAP are summarized in Table 5.2. These
results are obtained following the evaluation protocol P1.

Model Added feature Average-mAP
Base models
M0 FCNN (L = 7) 39.89%
M1 FCNN (L = 3) 42.59%
Transformer (L=3)
M2 1-layer Transformer Encoder 50.02%
M3 2-layer Transformer Encoder 50.11%
Transformer model (L=3) + Incremental improvements
M4 M3 + Hierarchy of streams 50.52%
M5 M4 + Weights in NLLL 55.05%
M6 M5 + Audio modality 56.77%
M7 (HMTAS) M6 + Intermediate supervision 57.28%

TABLE 5.2: Table with Average-mAP results for each of the dif-
ferent discussed experiments on the Test split under P1 evalua-

tion.

The base model (M0) is a simple one, far away in terms of the perfor-
mance to our solution HMTAS. The differences between M0 and HMTAS
are that the former does not use intermediate supervision, neither the au-
dio modality embeddings nor the weights in the Negative Log-Likelihood
Loss. Moreover, it uses a sequence length of L = 7 (the best value for Soc-
cerNet 2021 Challenge winners) and all the visual embeddings by Baidu are
concatenated in a single stream, where only a global max-pooling and an
FCNN module are applied to obtain the predictions. This model achieves
an Average-mAP of 39.89%, which is a decent result given the simplicity of
the model. This indicates that the visual embeddings already contain really
meaningful information that does not need to evolve through many layers
to give decent results. It makes sense taking into account that these features
have already been fine-tuned on the SoccerNet dataset.

M1 is the result of experimentally choosing the length of the sequences
to L = 3. This resulted in a significant improvement in the Average-mAP
of +2.70%. Apparently, when dealing with small tolerances in the evalua-
tion metric, it is better to use less context to spot the actions with a higher
precision.

The next models, M2 and M3, add the Transformer Encoders on top of
the best base models (M1), with only 1 encoder layer in M2 and 2 in M3.
Note these consist of an earlier PFFN that reduces the dimensionality of the
embeddings from 8576 to 512 features. These changes increased the metric
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by +7.43% for M2 and an additional +0.09% for M3. It shows that the self-
attention mechanism in the transformer encoders and a deeper evolution of
the visual embeddings can lead to a much better performance of the model.

The M4 variant is the first deploying the hierarchical architecture of HM-
TAS (Figure 4.1), with an independent stream for each of the embeddings
before concatenating them and feeding the result to the Multimodal Trans-
former encoder. All the Transformer encoders consist of 2 layers. The differ-
ence of the Multimodal Encoder respect to the ones in the individual streams
is that it does not include the before-PFFN to linearly project the embeddings
to the same dimensionality (i.e., 512), as the individual embeddings already
output that embeddings in that dimension. The outputs of the individual
streams are globally max-pooled each into a single embedding (L becomes 1)
and concatenated into a sequence of 5 embeddings that feeds the Multimodal
Transformer encoder, followed by a max-pooling and an FCNN to produce
the final multi-label classification. This modification in the architecture re-
sults in an improvement of the Average-mAP of +0.41%.

M5 tries to solve the problem of unbalanced data. As can be seen in Figure
5.20 nearly 90% of the generated sequences of length L = 3 correspond to
the background while only in the remaining 10% at least one action occurs.
Moreover, while some of the actions occur with enough frequency such as
’Ball out of play’ or ’Throw-in’, there are other actions which are very rare. In
fact, penalties, direct ’Red card (RC)’ and second yellow cards (’2YC -> RC’)
appear in less than 0.05% of the sequences.

To mitigate the effect of unbalanced data different methodologies were
studied, such as mix-up data augmentation [21, 20]. Whereas the former pro-
vided a marginal improvement, applying weights to the classes increased the
performance dramatically. These weights were set experimentally and are
related to the proportion of non-background action classes. This technique
results in an increase of the Average-mAP of +4.53%. Concretely the main
upgrades are in the actions shown in Table 5.3: ’Red Card (RC)’, second yel-
low cards (’2YC -> RC’), and ’Kick-off’, actions with a low frequency that
take a more important role in the model when we apply the weights in the
loss. On the other hand, the performance in some other actions is reduced a
little bit.

Action YC -> RC Red Card (RC) Kick-off
mAP M4 0.00% 0.00% 49.06%
mAP M5 28.33% (+28.33%) 24.62% (+24.62%) 54.90% (+5.84%)

TABLE 5.3: Comparison of mAP by action between models M4
and M5 under P1.

M6 extends the previous model introducing the audio embeddings ex-
tracted from the fine-tuned VGGish. The model obtains a +1.72% increase,
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FIGURE 5.20: Percentage of training sequences containing pos-
itive and negative values for each of the actions. Y axis shown

in logarithmic scale.

indicating that audio features can complement visual ones. The improve-
ment is especially shown in some actions such as second yellow cards (’2YC
-> RC’), ‘Offside’, ’Foul’, ’Penalty’ or ’Goal’ where the public’s reaction and
broadcaster’s comments can be differential. Table 5.4 shows the actions with
higher improve when adding audio embeddings.

Action YC -> RC Offside Foul Penalty Goal
mAP M5 28.33% 44.95% 65.80% 76.80% 73.07%
mAP M6 37.24% (+8.91%) 52.69% (+7.74%) 69.94% (+4.14%) 80.53% (+3.73%) 74.82% (+1.75%)

TABLE 5.4: Comparison of mAP by action between models M5
and M6 under P1.

5.4.1 HMTAS results

Finally, model M7 (HMTAS), introduces the intermediate supervision mod-
ule to push the model to be able to classify the actions in each stream in-
dependently before concatenating them. It also pushes performance up by
another 0.51%, resulting in the final Average-mAP of 57.28% on the test split.

Table 5.5 shows the different mAPs by each of the actions. ’Red Card
(RC)’ and second yellow cards (’2YC -> RC’) are the actions with a lower
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mAP. Probably this occurs due to the few times that these two actions occur
in the dataset, where only 0.01% of the training sequences contain them. It
does not let the model correctly learn these two actions and a higher weight
to penalize an error in them would lead to overfitting the few seen ones.

On the other hand, ’Penalty’, ’Goal’ and ’Corner’ are the actions that ob-
tain higher performance by the model. Even though the frequency of occur-
rence of these actions is also low, when these actions happen the videos are
usually very similar between them (e.g., same part of the field, a similar dis-
tribution of the players or similar reactions by the public) and different from
other sequences of the game, which make them easier to identify.

Action Penalty Kick-off Goal Substitution Offside Shots on Target Shots off target Clearance Ball out of play
mAP 80.25% 57.26% 76.90% 47.57% 52.94% 53.33% 52.74% 53.95% 73.92%
Action Throw-in Foul Indirect FK Direct FK Corner Yellow Card Red Card YC -> RC
mAP 69.61% 69.11% 43.66% 58.86% 76.83% 51.33% 21.47% 34.02%

TABLE 5.5: HMTAS model results in test split for each of the
different actions under P1.

If we analyze the results of the model in terms of the NLLL in the vali-
dation split by each of the different embeddings (through the intermediate
supervision losses), we can see in Table 5.6 that VTN embeddings are the
ones that can better distinguish the actions by their own. For the other vi-
sual embeddings, the results are a bit worse, being irCSN the features that
obtain worse results. In addition, we can see that the performance of the au-
dio embeddings on their own is far away from the performance of the visual
ones, which is logical taking into account that most of the actions can not be
identified only using audio. However, we have already seen that audio em-
beddings can complement the visual ones to improve the final predictions.

Embedding TPN GTA VTN irCSN I3D-Slow VGGish
Train NLLL 0.0884 0.0864 0.0527 0.1035 0.0938 0.1983
Validation NLLL 0.0926 0.0870 0.0797 0.1100 0.0976 0.1372

TABLE 5.6: Intermediate supervision losses value in train and
validation split by each stream.

Finally, checking the evolution of the loss during the 7 epochs in Figure
5.21, we can see that while the model keeps improving in the training split,
whereas in the validation split the loss seems to reach a plateau after the 2nd
epoch. However, it is in the 5th epoch where it achieves the best results in
validation, and at the 7th epoch the process finishes as no improvement is
accomplished.

5.5 Results on challenge split

Once HMTAS has been shown to be the best of the proposed models, we
evaluate it in the challenge split, which is also the split used to participate
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FIGURE 5.21: NLLL evolution for train and validation splits
during training process under P1.

in SoccerNet Action Spotting challenge. In this case, we use the evaluation
protocol P2. We observe that having more data in the training process can
lead to a better generalization of the model, as the Average-mAP obtained in
the challenge is 60.54%. It is an improvement respect to the baseline which
had an Average-mAP of 49.56%. This result achieves the 6th position out of
20 participants in the SoccerNet challenge.

5.6 Ensemble experiments

In addition to the HMTAS model, we also tried an ensemble of HMTAS mod-
els (see Figure 4.1), each with a different sequence length L = {2, 3, 4, 5}. To
combine them, we applied different strategies:

FIGURE 5.22: Transformer based architecture used for learning
fusion of different classifiers.
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• Mean: It computed the mean among the action probabilities given by
the different models.

• Weighted mean: It compute the weighted mean among the probabilities
given by the different models, using as weights the performance of each
individual model.

• Squared weighted mean: Similar to the weighted mean fusion but taking
as weights the square of the performance of each classifier, to give more
weight to the best models.

• Learning fusion: A neural network designed to learn the fusion weights
of the models’ probabilities. In this case, another transformer-based
architecture was used, as shown in Figure 5.22.

The results on the Test split for each of the different ensembling strate-
gies are shown in Table 5.7. We observe that the ’Mean’ and ’Learning fu-
sion’ strategies got the best results. However, all of them perform slightly
worse than the simple HMTAS with L = 3. Therefore, the ensemble was not
considered neither as our main method nor submitted for evaluation on the
challenge split.

Ensemble Strategy Mean Weighted mean Squared weighted mean Learning fusion
Average-mAP test 56.98% 56.86% 56.87% 56.92%

TABLE 5.7: Average-mAP on the test split by the different fu-
sion strategies.
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Chapter 6

Discussion

In this thesis, we studied the task of action spotting on soccer data posed
by the SoccerNet [5] challenge this year 2022. The task consisted in finding
specific actions annotated on single frames in a video. The SoccerNet dataset
provided for the task contains annotations from 17 different actions such as
goals, corners, penalties or yellow cards among others. In Section 5.1, we
identified several serious challenges. First, the unbalancing across different
action categories, where some actions occur with a very low frequency, such
as penalties, red cards or second yellow cards. Second, the high intra-class
and low inter-class variabilities. Last but not least, even though some actions
can be clearly identified through images, others are difficult to spot, even for
human experts.

To solve the task we have presented HMTAS, a hierarchical multimodal
transformer-based deep-learning architecture for action spotting, which is
built on 6 different audiovisual embeddings extracted from the soccer videos,
5 pre-computed visual embeddings plus the audio embeddings. One of the
main characteristics of the model is that each of the embeddings evolves
through its own stream, which consists of a PFFN, a Transformer encoder,
and a global max-pooling before the concatenation that goes through the
final Multimodal Transformer encoder. Moreover, the model incorporates
weights on the loss function to deal with the unbalanced data and interme-
diate supervision losses to better guide the learning. This model obtained
an Average-MAP, using tolerances from 1 to 5 seconds, of 60.56% on the
challenge split and the 6th position in the SoccerNet Action Spotting 2022
challenge out of a total of 20 competing participants.

We have seen in the results that introducing weights in the loss function
increased by 4.53% the evaluation metric, and it especially helped to pre-
dict some actions with fewer training examples. In fact, penalizing more the
errors on red cards and second yellow cards, increased the performance on
these actions by 25% approximately. Moreover, adding features related to the
audio – inherently present along with frames in video data – also pushed the
performance up by another 1.72%, and had a high impact on actions that can
benefit from the reaction of the public or the broadcaster’s comments (e.g.,
second yellow cards, offsides, fouls, penalties or goals). Finally, the ensem-
ble of different HMTAS models with different hyperparameters resulted in
no improvement.
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As a final remark on the model, we have to comment that one of the main
limitations of the proposed solution is that it requires a post-processing tech-
nique to transform the per-frame predictions into actual spots of the actions.
This means that a fixed technique which is not being learned is used to make
the final predictions. Therefore, one possible future work on this task could
be related to the design of an end-to-end solution that avoids the use of a
post-processing technique. In addition, computing more embeddings from
different modalities or backbones also in an end-to-end fashion could help
to improve the performance further. Another line of exploration could be to
consider more long-term relationships as our final solution considered small
sequences of 3 seconds-length.

These modifications could lead to a more robust solution to the problem,
which could have many applications for sports analytics. One of the main ap-
plications could be the automatic information retrieval from soccer matches,
not only in top leagues but also in lower soccer competitions, where there is
not enough budget to manually collect statistics of the matches. Moreover, it
could be useful in detecting the more relevant actions in the different games
and provide an automatic summarization of them. These applications could
be extended to a wide variety of sports and even to other completely differ-
ent fields, not directly related to sports, but where the detection of actions
could have an impact.
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